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Chapter 10

Building the Regression Model III:
Remedial Measures and Validation

10.1 Unequal Error Variance Remedial Measures–

Weighted Least Squares

SAS program: att9-10-1-read-weight-reg

If the error variances are unequal for each observation, the coefficients in the
general linear regression model can be approximated using the weighted least squares
method which has a solution which can be represented in the following matrix form1

bw
p×1

= (X′WX)−1X′WY

where matrixW is a diagonal n×n matrix with the weights, wi, along the diagonal.
If the residual plots show a megaphone shape, then the weights are calculated from
the following function,

wi =
1

(ŝi)2

where the ŝi are determined by regressing the absolute residuals versus either the re-
sponse or predictor variable, as required. If the squared residual plots show increasing
variance, then the weights are calculated from the variance function,

wi =
1

v̂i

1Recall, in the previous, un–weighted case,

b
p×1

= (X′X)−1
X
′
Y = (X′IX)−1

X
′
IY

where I is the (appropriately) sized identity matrix. In other words, the “weights” in this un–
weighted case are all one (1) along the diagonal.

207



208 Chapter 10. Building the Regression Model III: . . . (ATTENDANCE 9)

where the v̂i are determined by regressing the squared residuals versus either the
response or predictor variable, as required.

Exercise 10.1(Unequal Error Variance Remedial Measures–Weighted Least
Squares)

illumination, x 1 2 3 4 5 6 7 8 9 10
ability to read, y 70 70 75 88 91 94 100 92 90 85

1. Residual Plots (To Identify Weights)
Choose any statements below about the residual plots which are correct.

(a) The residual versus illumination, e vs X, plot is megaphone–shaped.

(b) The absolute residual versus illumination, |e| vs X, plot is megaphone–
shaped.

(c) The squared residual versus illumination, e2 vs X, plot slopes upwards.

(d) The residual versus response (predicted), e vs Ŷ , plot is megaphone–
shaped.

(e) The absolute residual versus predicted, |e| vs Ŷ , plot is megaphone–shaped.

(f) The squared residual versus predicted, e2 vs Ŷ , plot slopes upwards.

2. Weights For First Weighted Regression,
Regressing Squared Residuals On Predictor.
Assume the e2 vs X plot slopes upwards. As a consequence, we use the weights,

wi =
1

v̂i

,

where we determine the v̂i by regressing the squared residuals on the predictor
X to find (choose one)

(a) v̂i = 26.37 + 1.22X

(b) v̂i = 38.35 + 2.33X

(c) v̂i = 17.22 + 0.34X

3. More Weights For First Weighted Regression.
Consider the table below.

illum, xi read, yi ei e2
i v̂i wi

9 70 -7.0156 49.219 37.3561 0.026769
7 70 -5.4588 29.799 34.9143 0.028642
...

...
...

33 85 -10.6968 114.422 66.6572 0.015002
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The weights are smallest for (circle one) small / large v̂i. In other words, less
weight is given to large error variances.

4. Weighted Regression, First Iteration.
Using the weights from above, the weighted regression is given by (choose one)

(a) Ŷi = 26.37 + 1.22X

(b) Ŷi = 67.44 + 0.91X

(c) Ŷi = 17.22 + 0.34X

This weighted least squares regression2 is
(circle one) much different from / pretty close to
the (non–weighted) least squares regression given above,

Ŷ = 70.01 + 0.78X

5. Weights For Second Weighted Regression,
Regressing Squared Residuals On Predictor.
Regress the squared residuals (from the weighted regression) on the predictor
X to find (choose one)

(a) v̂i = −0.55 + 2.64X

(b) v̂i = 38.35 + 2.33X

(c) v̂i = 17.22 + 0.34X

6. Weighted Regression, Second Iteration.
Using the weights from the second iteration, the re–weighted regression is given
by (choose one)

(a) Ŷi = 36.37 + 1.22X

(b) Ŷi = 67.44 + 0.91X

(c) Ŷi = 64.56 + 1.05X

This second weighted least squares regression3 is
(circle one) much different from / pretty close to
first weighted least squares regression. Consequently, we will assume this second
weighted regression adequately describes the data.

2Also notice that the SSE dramatically drops from 506.64 in the ordinary un–weighted case down
to 9.68 in the weighted case.

3Also notice that the SSE more or less stays the same, from 9.68 in the first weighted case, down
to 9.36 in the second weighted case.
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10.2 Multicollinearity Remedial Measures–Ridge

Regression

SAS program: att9-10-2-read-ridge

Ridge regression is a modified least squares method that attempts to account for
multicollinearity. More than just using the correlation transformation,

rXXb = rYX

to create a standardized regression (as done previously),

Ŷ
′

i = b
′

1
X

′

i1 + · · ·+ b
′

p−1
X

′

i,p−1

ridge regression involves introducing a biasing constant, c ≥ 0, into the correlation
transformation,

(rXX + cI)b
R = rYX

where bR is a (p− 1)× 1 vector of standardized ridge regression coefficients bR
k .

Exercise 10.2 (Multicollinearity Remedial Measures–Ridge Regression)

illumination, Xi1 9 7 11 16 21 19 23 29 31 33
noise, Xi2 15 20 17 22 24 26 28 30 29 37
eyesight, Xi3 3 2 3 2 4 5 5 4 5 3
ability to read, Y 70 70 75 88 91 94 100 92 90 85

1. Reducing Multicollinearity: Ridge Trace.
A ridge trace plot of the three estimated regression coefficients versus different
biasing constants, c, is given on the SAS plot. The “best” c, the one which has
a corresponding regression model with “smallest” multicollinearity, is the one
where the estimated regression coefficients have “settled down”. In this case,
the c = (circle one) 0 / 0.006 / 0.12
because the estimated regression coefficients are “settled down” from the be-
ginning; in other words, never were unsettled to begin with.

2. Reducing Multicollinearity: VIFs.
From the SAS output, a table of the variance inflation factors (VIFs), corre-
sponding to the three estimated regression coefficients, versus different biasing
constants, c, is given below.

c (VIF )1 (VIF )2 (VIF )3
0.000 9.38830 7.94782 1.56826
0.002 8.79942 7.46252 1.54169
0.004 8.26559 7.02248 1.51699
...

...
0.020 5.34673 4.61343 1.36578
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The “best” c, the smallest one where all of the (VIF )i values are less than ten.
In this case, the
c = (circle one) 0 / 0.006 / 0.12
because the all of the (VIF )i values are less than ten at this value.

3. Understanding Ridge Regression.
True / False Multicollinearity is associated with predictors with “overlapping
variances” that “describe” the “same” aspect of a response variable. Multi-
collinearity is reduced if the variance of each predictor is reduced so that one
does not overlap the other.

4. Understanding Ridge Regression: Small Biased bR Versus Large Unbiased b
Ridge regression reduces the variance of the predictors at the expense (unfor-
tunately) of increasing bias.

E[b]

β 

statisticE[b  ]R

parameter

bias

unbiased b

biased bR

Figure 10.1 (Small Biased bR Versus Large Unbiased b)

Looking at the figure above, it (circle one) does / does not seem possible
that a biased but small variance ridge regression statistic, bR, can give a closer
estimate to the parameter βR than an unbiased but large variance ordinary
regression statistic, b.

5. More Understanding Ridge Regression: Finding Constant c In Ridge Regression.
The constant c in the estimated ridge regression coefficients

(rXX + cI)b
R = rYX

biases these estimated regression coefficients but also reduces the correlations
between predictor variables. The larger c is, the
(circle one) larger / smaller the bias and the
(circle one) larger / smaller the correlation (variance).
The value of c is chosen which is both not too biased and also small enough
correlation; in other words, the choice of c is essentially a subjective one.
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6. More Understanding Ridge Regression: Mean Squared Error.
True / False The mean squared error,

E{bR − β}2 = σ2{bR}+ (E{bR} − β)2

measures the combined effect of bias and sampling variation. If unbiased, the
mean squared error is equal to the variance of the estimator.

7. Other Methods of Reducing Multicollinearity.
Other methods of reducing multicollinearity include (circle none, one or more)

(a) center (standardize) the data alone (without also doing a ridge regression)

(b) drop predictor variables (since fewer variables imply less multicollinearity)

(c) add observations to control for multicollinearity (difficult in an observa-
tional study; possible in an experimental study)

(d) principal components or latent root: combine the predictor variables into
composite “index” predictor variables

10.3 Remedial Measures For Influential Cases–

Robust Regression

SAS program: att9-10-3-read-robust-reg

Can influential cases be accounted for4 in an appropriately iteratively re–weighted
least squares regression? In this section, we will use two weight functions to reduce
the influence of outlying observations by employing weights that vary inversely with
the size of the residual. The Huber weight function is

w =

{

1 |u| ≤ 1.345
1.345
|u|

|u| > 1.345,

and the bisquare weight function is

w =

{
[

1−
(

u
4.685

)2
]2

|u| ≤ 4.685

0 |u| > 4.685,

4Previously, three measures, DFFITS , Cook’s Distance and DFBETAS , were used to identify

influential observations but not account for these influential observations. Although, having identified
the influential observations some consideration could be given to eliminating these observations from
the data set.
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0

(b) bisquare weight function

4.685-4.6850

(a) Huber weight function

1.345-1.345

Figure 10.2 (Weight Functions For Influential Observations)

where

ui =
ei

MAD
, MAD =

1

0.6745
median {|ei −median{ei}|}

Exercise 10.3 (Remedial Measures For Influential Cases–Robust Regres-
sion)

illumination, Xi1 9 7 11 16 21 19 23 29 31 33
ability to read, Y 70 70 75 88 91 94 100 92 90 85

ei Ŷi ui Huber, wi Huber, Ŷi Bisquare, wi Bisquare, Ŷi

-7.0156 77.0 -0.8117 1 77.0 0.941 74.5
-5.4588 75.4 -0.6316 1 75.4 0.964 76.9
...

...
...

-10.6968 95.6 -1.2376 1 95.6 0.865 96.6

1. Huber Weight Function.
Using the Huber weight function, the predicted values, Ŷi, are (circle one) very
similar to / very different from the predicted values when no weights are
used. The Huber–weighted regression function is (choose one)

(a) Ŷ = 72.2 + 2.418X

(b) Ŷ = 70.0 + 0.78X

(c) Ŷ = 71.2 + 1.48X

whereas the non–weighted regression function is

Ŷ = 70.0 + 0.78X

2. Bisquare Weight Function.
Using the bisquare weight function, the predicted values, Ŷi, are (circle one)
the same as / different from the predicted values when no weights are used.
The Bisquare–weighted regression function is (choose one)

(a) Ŷ = 69.7 + 0.79X

(b) Ŷ = 70.0 + 0.78X
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(c) Ŷ = 71.2 + 1.48X

3. Huber, Bisquare and Ordinary Regression.
True / False Since both the Huber and bisquare weighted regressions result
in a regression very close to the original least squares regression, this indicates
that there are no influential outlying observations.

4. Understanding Robust Regression.

(a) Residuals.
True / False The first column of the table above is the residuals calculated
using ei = Yi = Ŷi, where the ordinary linear regression is given by

Ŷ = 70.0 + 0.78X

(b) MAD.
The ui are calculated using

ui =
ei

MAD
, MAD =

1

0.6745
median {|ei − {ei}|}

where MAD = (circle one) 7.758 / 8.643 / 9.758

(c) Huber Weight Function.
Since the Huber weight function is

w =

{

1 |u| ≤ 1.345
1.345
|u|

|u| > 1.345,

then, for the first observation, (1, 70),
w1 = (circle one) 1 / 0.758 / 0.458

(d) More Huber Weight Regression.
True / False Since most of the weights are one (1), the estimated weighted
regression coefficients,

bw = (X
′WX)−1X′WY

are very (very) close to the estimated unweighted regression coefficients.

(e) Bisquare Weight Function.
The bisquare weight function is

w =

{
[

1−
(

u
4.685

)2
]2

|u| ≤ 4.685

0 |u| > 4.685,

then, for the first observation, (1, 70),

w1 =
[

1−
(

u
4.685

)2
]2

= (circle one) 0.941 / 0.758 / 0.658
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(f) Bisquare Weight Regression.
True / False
Since the bisquare weights are all close to one (1), the estimated weighted
regression coefficients,

bw = (X
′WX)−1X′WY

are, again, close to the estimated unweighted regression coefficients.

(g) Huber, Bisquare and Ordinary Regression.
True / False If the weighted regressions had been very different from the
original unweighted regression, then the residuals from either Huber or
bisquare regressions could have been used in a second iteration weighted
regression model. This would continue until the residuals from one itera-
tion to the next did not change much.

10.4 Remedial Measures For Unknown Response

Function–Nonparametric Regression

SAS program: att9-10-4-read-loess

Nonparametric regression can be used to confirm whether a previously determined
multiple linear regression model is appropriate for the data. The particular nonpara-
metric regression considered in this section is called the locally weighted regression
scatter plot smoothing (loess) method. For a model with two predictors, a grid of
predictor (Xh1, Xh2) values are set up and, using the response values “closest” to
each grid point, a local weighted linear regression is determined and then used to
determine a predicted response. The loess method uses the tricube weight function,

wi =

{

[1− (di/dq)
3]

3
di < dq

0 di ≥ dq,

where the distance di is Euclidean distance given (for two predictors) by

di =
[

(Xi1 −Xh1)
2 + (Xi2 −Xh2)

2
]1/2

and where q is the (predetermined) proportion of cases nearest to the point, and dq

is the Euclidean distance of the furthest case in the neighborhood.
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Exercise 10.4 (Remedial Measures For Unknown Response Function–
Nonparametric Regression)

illumination, Xi1 9 7 11 16 21 19 23 29 31 33
noise, Xi2 15 20 17 22 24 26 28 30 29 37
ability to read, Y 70 70 75 88 91 94 100 92 90 85

1. Loess Nonparametric Regression: A First Look.
A three–dimensional scatter plot data and two ways of displaying the loess
regression are all given below.
The scatter plot shows (circle one)
as both illumination and noise increase, the reading ability increases
as both illumination and noise increase, the reading ability decreases
as both illumination and noise increase, the reading ability remains
constant

The 3D loess regression plot shows (circle one)
as both illumination and noise increase, the reading ability increases
as both illumination and noise increase, the reading ability decreases
a wave, which undulates for increasing noise

The contour plot of the loess regression plot shows (circle one)
as both illumination and noise increase, the reading ability increases
as both illumination and noise increase, the reading ability decreases
a wave, which undulates for increasing noise
It appears that the loess regression (circle one) does / does not fit the data.

2. Loess Nonparametric Regression: Residual Plots.
Two residual plots are given below.
True / False Aside from one outlier, both residual plots have fairly constant
variance.

3. Comparing Loess Regression To Ordinary Linear Regression.
The predicted values for the loess regression and for the linear regression are
compared in the table below.

illum, X1 noise, X2 reading, Y loess linear
9 15 70 70.0 76.9
7 20 70 70.0 75.6
...

...
...

33 37 85 85.0 95.9

Aside from one outlier, the loess regression is a (circle one) better / worse
prediction to the response than the linear regression since the loess responses
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are closer to the observed reading ability values, Y , than the linear regression
responses.

4. Is The Linear Regression Adequate?
One linear regression that has been fit to the data is

Ŷ = 69.498 + 0.749X1 + 0.044X2

Although difficult to tell without actually superimposing this plane on the 3D
graph with the loess regression, this linear flat regression probably (circle one)
does / does not fit within a 95% confidence bound of the curved loess regression
surface (which is also indicated by the much better predicted loess, rather than
linear regression values).

5. Understanding the Loess Nonparametric Regression5.
The loess regression surface is determined at a grid of (arbitrarily chosen)
(X1, X2) values, for example, at the point (X1, X2) = (10, 20).

illum, X1 noise, X2 reading, Y di wi

9 15 70 0.76 0.971
7 20 70 0.32 0.998
...

...
...

33 37 85 3.58 0

(a) Unstandardized Distance, di.
The distance di between (10,20) and all ten data points is calculated; for
example, the distance between (10, 20) and (9, 15) is given by

di =
[

(Xi1 −Xh1)
2 + (Xi2 −Xh2)

2
]1/2

=
[

(9− 10)2 + (15− 20)2
]1/2

which equals (circle one) 4.9 / 5.1 / 5.3.

(b) Standardized Distance.
The standardized (divide by SD) distance di between (10,20) and all ten
data points is calculated; for example, the distance between (10, 20) and
(9, 15) is given by

di =
[

(Xi1 −Xh1)
2 + (Xi2 −Xh2)

2
]1/2

=
[

(9− 10)2/9.243 + (15− 20)2/6.613
]1/2

which equals (circle one) 0.76 / 5.1 / 5.3.

(c) Largest Standardized Distance.
The largest standardized distance a data point is away from (10,20) is
(circle one)
(circle one) 3.58 / 5.1 / 28.6.

5There is no SAS output for this.
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(d) Pick Cut–Off Distance, dq.
If we (arbitrarily) say that 50% (q = 0.5) of the data points (five, in this
case) will be used in determining the loess regression at each grid point,
then
dq = d0.5 = (circle one) 1.33 / 10.8 / 11.7
Pick the fifth smallest di from the ten calculated.

(e) Assign Weight To Five Closest Points,
Assign No Weight To Other Points.
Since data point (33, 37) is d10 = 3.58 away from grid point (10, 20), and
d10 ≥ d0.5 = 10.8, no weight is assigned to point (33, 37), w10 = 0. However,
since d1 = 0.76 < d0.5 = 1.330, data point (9, 15) is assigned weight

[

1− (d1/d0.5)
2
]3
=
[

1− (0.76/3.58)2
]3

which equals (circle one) 0.97 / 0.72 / 0.89.

(f) Weighted Regression At One Grid Point.
All of the weights are used in a (regular) weighted least squares regression
at the point (10, 20); this regression is then used to predict the value of
the response at this point.

bw = (X
′WX)−1X′WY

which gives (circle one) [25.21.760.62] / [35.21.760.62] /
[45.21.760.62] or

Ŷ = 45.20 + 1.76X1 + 0.062X2

which, at point (10, 20) gives

Ŷ = 45.20 + 1.76(10) + 0.062(20)

(circle one) 64.04 / 0.72 / 0.89.

(g) Repeat For All Grid Points.
This is done for all grid points (whew!), to form the response surface.

10.5 Remedial Measures For Evaluating Precision

In Nonstandard Situations–Bootstrapping

Bootstrapping is used to determine the precision (variance, standard deviation s∗(b∗))
of estimated regression coefficients, fitted values and predictions of new observations
when the regression models are complicated, such as is the case for robust regression.
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Exercise 10.5 (Remedial Measures For Evaluating Precision In Nonstan-
dard Situations–Bootstrapping) The steps used in bootstrapping to calculate
s∗(b∗) are given below.

1. A subset of data is collected a random (with replacement) from the observed
sampled data and the first bootstrap estimate, b∗, is calculated.

2. A second subset of data is collected a random (with replacement) from the
observed sampled data and the second bootstrap estimate, b∗, is calculated.

3. After many calculations of b∗, the standard deviation of all of the b∗ is calculated,
s∗(b∗). Also, after many calculations of b∗, the appropriate upper and lower
percentiles can be used to determine a bootstrap confidence interval.

4. Fixed X Sampling. The observed residuals, ei, are bootstrapped into e
∗
1
, . . . , e∗n.

The bootstrap responses are determined, Y ∗
i = Ŷi + e∗i , and these are then

regressed on the original Xi to arrive at b
∗
i . This type of bootstrapping method

is used to confirm “standard” linear regressions results.

5. Random X Sampling. A random subset of (X∗, Y ∗) values is collected to de-
termine each b∗i . This type of bootstrapping method is used to confirm “non–
standard” linear regressions results.

10.6 Model Validation

There are three ways to valid a regression model.

1. Collect a new set of data to check the model.

2. Compare the results of model with either theoretical or empirical or simulation
results. (Since there is little theoretical or empirical results, this often reduces
to comparing against simulation (bootstrapping) results.)

3. Split the data set into two groups. Use the first group of data (training sample)
to build the model. Use the second group of data (validation or prediction set)
to valid the model. Typically, the first group of data is much bigger than the
second.

10.7 Case Example–Mathematics Proficiency

This is a good example which demonstrates the methods given in this chapter.


