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Chapter 17

Multiple Regression

17.1 The Multiple Regression Model

The multiple linear regression population model yi = β0+β1x1+β2x2+· · ·+βkxk+εi,
is estimated by sample linear regression function,

ŷ = b0 + b1x1 + b2x2 + · · ·+ bkxk,

where residual standard error, se, is

se =

√

∑

(yi − ŷi)2

n− k − 1
=

√

∑

e2i
n− k − 1

where k is number of predictors, n is sample size, degrees of freedom is df = n−k−1
and where scatter is assumed linear, points are independent (sampled at random) and
residuals, ǫi, are normal with equal variance.

Exercise 17.1 (The Multiple Regression Model)

1. Reading ability, noise and brightness.

brightness, x1 9 7 11 16 21 19 23 29 31 33
noise, x2 100 93 85 76 61 58 46 32 24 12
ability to read, y 40 50 64 73 86 97 104 113 123 130

Coefficients:

(Intercept) brightness

23.53 3.24

Coefficients:

(Intercept) noise

147.392 -1.012
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model.reading <- lm(reading~brightness); model.reading

model.reading <- lm(reading~noise); model.reading

(a) Review Linear regression reading ability versus brightness (alone) is
ŷ = 23.5 + 3.24x1

ŷ = 147.4− 1.01x1

ŷ = 164.0− 0.44x1

Reading ability increases 3.24 units per unit increase brightness.

Linear regression of reading ability versus noise (alone) is
ŷ = 23.5 + 3.24x1

ŷ = 147.4− 1.01x1

ŷ = 164.0− 0.44x1

On average, reading ability decreases 1.01 units per unit increase noise.

Figure 17.1 shows two (simple) linear regressions,
each with one / two / three predictor(s).
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Figure 17.1: Scatter plots and two simple linear regressions

data.reading <- chapter17.reading.bright.noise; attach(data.reading); head(data.reading)

par(mfrow=c(1,2))

plot(brightness, reading, pch=16,col="red",xlab="Brightness, x1",ylab="Reading Ability, y")

model.reading <- lm(reading~brightness); model.reading; abline(model.reading,col="black")

plot(noise, reading, pch=16,col="red",xlab="Noise, x2",ylab="Reading Ability, y")

model.reading <- lm(reading~noise); model.reading; abline(model.reading,col="black")

par(mfrow=c(1,1))

(b) Figure 17.2 shows multiple regression with one / two / three predictors.

(c) The multiple regression is linear / quadratic in the xi.

(d) Brightness/noise levels cause / associated with reading abilities.
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Figure 17.2: Scatter plot and multiple regression

(e) There are 10 / 20 / 30 data points.

(f) One data point is (x1, x2, ŷ) = (19, 58) / (19, 58, 97) / (58, 97).

(g) The data point (x1, x2, y) = (19, 58, 97) means

i. for brightness 19, the reading ability is 97.

ii. for noise level 58, the reading ability is 97.

iii. for brightness 19 and a noise level 58, the reading ability is 97.

(h) The multiple linear regression function is given by the equation,
Coefficients:

(Intercept) brightness noise

164.0466 -0.4416 -1.1458

model.reading <- lm(reading~brightness + noise); model.reading

ŷ = 164.0− 0.44x1 − 1.15x2

The y–intercept of this line, b0, is 164.0 / −0.44 / −1.15.
The slope in the x1 direction, b1, is 164.0 / −0.44 / −1.15.
The slope in the x2 direction, b2, is 164.0 / −0.44 / −1.15.
data.reading <- chapter17.reading.bright.noise; attach(data.reading); head(data.reading)

model.reading <- lm(reading~brightness + noise); model.reading

(i) Coefficient estimate b1 = −0.44 means, on average, reading ability de-
creases 0.44 units per unit increase brightness, after accounting for noise
level. This is the same / different from simple linear case where b1 = 3.24.
At any given noise level, the reading ability worsens / improves per unit
increase in brightness: accounting for noise converts a previously positive
association into a negative association between reading ability and bright-
ness.
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(j) Coefficient estimate b2 = −1.15 means, on average, reading ability de-
creases 1.15 units per unit increase noise, after accounting for brightness.
This is the same / different from simple linear case where b2 = −1.01.

(k) The predicted value of the reading ability at (x1, x2) = (19, 58), is
ŷ = 164.0− 0.44(19)− 1.15(58) ≈ 83.52 / 84.79 / 88.94.
Draw a vertical line which passes through (19,58) on the “(x1, x2)” plane.
Now draw an horizontal line which passes through the point where the
solid regression plane and the previously drawn vertical line intersect. This
horizontal line will intersect the “reading ability” axis at 88.94.

(l) At level (x1, x2) = (19, 58), ŷ = 88.94. The difference between this value
and the observed value, y = 97 (look at the table of the data above) is
called the residual (error) and is given by
e = y − ŷ = 97− 88.94 = 6.1 / 7.2 / 8.3.

(m) If we were to draw the residual (error) for (x1, x2, y) = (19, 58, 97) on the
scatter plot, we would

i. draw line parallel to the regression plane.

ii. draw a line connecting the point (19, 58) to the point (58, 97).

iii. draw a line connecting observed point (19, 58, 97) to expected point
(19, 58, 88.94) on the regression plane.

(n) There are 1 / 5 / 10 residuals.

(o) Predicted value of reading ability at (x1, x2) = (2, 3), is
ŷ = 164.0− 0.44(2)− 1.15(3) ≈ 134.52 / 159.67 / 167.94.
In this case, since (x1, x2) = (2, 3) is outside the range of data, the predicted
value, ŷ ≈ 159.67, is most likely a poor / good estimate of reading ability.

(p) In this case, we assume the effect of x1 on ŷ does not depend on x2. This is
also true of x2. In other words, x1 and x2 do not interact with one another.
The model is said to be additive / interactive.

(q) If we sampled at random another ten individuals, we would get the same
/ different scatter plot of points. The data is a example of a sample /
population. This data is said to be observed / expected.

2. Monthly book expenditures, years of education, reading ability and yearly income
($1000s).

years of education, x1 10 10 12 10 12 16 15 17 17 19
reading ability, x2 12 33 45 56 61 78 86 92 104 112
yearly income, x3 10 15 25 36 41 58 66 72 84 92
book expenditures, y 40 50 64 73 86 97 104 113 123 130
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Coefficients:

(Intercept) education

-29.220 8.494

Coefficients:

(Intercept) reading

23.4888 0.9501

Coefficients:

(Intercept) income

35.025 1.062

model.book <- lm(book.expenditure~education); model.book

model.book <- lm(book.expenditure~reading); model.book

model.book <- lm(book.expenditure~income); model.book

(a) Regression of book expenditures versus education (alone) is
ŷ = −29.2 + 8.49x1

ŷ = 23.5 + 0.95x1

ŷ = 35.0 + 1.06x1

On average, book expenditure increases $8.49 per year increase education.

Regression of book expenditures versus reading ability (alone) is
ŷ = −29.2 + 8.49x1

ŷ = 23.5 + 0.95x2

ŷ = 35.0 + 1.06x2

On average, expenditures increases $0.95 per unit increase reading ability.

Regression of book expenditures versus income (alone) is
ŷ = −29.2 + 8.49x1

ŷ = 23.5 + 0.95x3

ŷ = 35.0 + 1.06x3

On average, expenditures increases $1.06 per unit increase reading ability.

Each (simple) linear regression has one / two / three predictors.
Expenditure strongly associated with education / reading / income.

data.book <- chapter17.book.expenditure; attach(data.book); head(data.book)

par(mfrow=c(1,3))

plot(education, book.expenditure, pch=16,col="red",xlab="Education, x1",ylab="Book Expenditure, y")

plot(reading, book.expenditure, pch=16,col="red",xlab="Reading, x2",ylab="Book Expenditure, y")

plot(income, book.expenditure, pch=16,col="red",xlab="Income, x3",ylab="Book Expenditure, y")

par(mfrow=c(1,1))

(b) Multiple regression is linear / quadratic in one / two / three predictors.

(c) There are 10 / 20 / 30 data points.

(d) Data point (x1, x2, x3, ŷ) = (19, 58) / (19, 58, 97) / (17, 104, 84, 123).

(e) The data point (x1, x2, x3, y) = (17, 104, 84, 123) means
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Figure 17.3: Scatter plots and three simple linear regressions

i. for 17 years of education, book expenditure is $123.

ii. for 104 units reading ability, book expenditure is $123.

iii. for $84,000 income, book expenditure is $123.

iv. for 17 years of education, 104 units reading ability and $84,000 income,
book expenditure is $123.

(f) The multiple linear regression function is given by the equation,
Coefficients:

(Intercept) education reading income

27.6744 0.1026 0.5116 0.4845

model.book <- lm(book.expenditure~education + reading + income); model.book

ŷ = 27.67 + 0.10x1 + 0.51x2 + 0.48x3

The y–intercept of this line, b0, is 27.67 / 0.10 / 0.51 / 0.48.
The x1 coefficient estimate, b1, is 27.67 / 0.10 / 0.51 / 0.48.
The x2 coefficient estimate, b2, is 27.67 / 0.10 / 0.51 / 0.48.
The x3 coefficient estimate, b3, is 27.67 / 0.10 / 0.51 / 0.48.
model.book <- lm(book.expenditure~education + reading + income); model.book

(g) Coefficient estimate b1 = 0.10 means, on average, book expenditure in-
creases $0.10 per year increase education, after accounting for education
/ reading ability / income

(h) coefficient estimate b2 = 0.51 means, on average, book expenditure in-
creases $0.51 per unit increase reading ability, after accounting for edu-
cation / reading ability / income

(i) coefficient estimate b3 = 0.48 means, on average, book expenditure in-
creases $0.48 per $1 increase income after accounting for education /
reading ability / income
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(j) It appears book expenditure is most strongly associated with education /
reading ability / income, when accounting for the other two predictors
unlike in the simple linear case when book expenditure was most strongly
associated with education.

17.2 Interpreting Multiple Regression Coefficients

Material covered in previous section.

17.3 Assumptions and Conditions for the Multiple

Regression Model

Overall test-statistic F for whether all slopes, βj , j = 1, ..., k, of regression model
y = β0 + β1x1 + β2x2 + · · ·+ βkxk + εi are zero is

F =
R2/k

(1− R2)/(n− k − 1)
=

MSR

MSE
,

where coefficient of determination

R2 =
SSR

SST
= 1−

SSE

SST
,

where regression sum of squares SSR =
∑

(ŷ − ȳ)2) and where total sum of squares
SST = SSR + SSE and where sum of squared residuals SSE =

∑

e2. Also, test
statistic and CI for each individual slope, βj, of regression model is

tn−k−1 =
bj − βj

SE(bj)
, bj ± t∗n−k−1 × SE(bj)

and standard error of residuals, se, is

se =

√

∑

e2

n− k − 1
=

√

∑

(y − ŷ)2

n− k − 1
=

√

SSE

n− k − 1

and adjusted R2
adj is

R2
adj = 1− (1−R2)

n− 1

n− k − 1
= 1−

SSE/(n− k − 1)

SST/(n− 1)
.

With regard to assumptions for inference, scatter is assumed linear, points are inde-
pendent (sampled at random) and residuals, ǫi, are normal with equal variance. Also,
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critical value F ∗

k,n−k−1 is associated with given confidence level and (k, n− k− 1) de-
grees of freedom and critical value t∗n−k−1 is associated with given confidence level
and n− k − 1 degrees of freedom.

Exercise 17.3 (Assumptions and Conditions for the Multiple Regression
Model)

1. Reading ability, noise and brightness.

brightness, x1 9 7 11 16 21 19 23 29 31 33
noise, x2 100 93 85 76 61 58 46 32 24 12
ability to read, y 40 50 64 73 86 97 104 113 123 130

data.reading <- chapter17.reading.bright.noise; attach(data.reading); head(data.reading)

model.reading <- lm(reading~brightness + noise); summary(model.reading)

(a) Output from R script is

output A
Coefficients:

Estimate Std. Error t value Pr(>|t|)

(Intercept) 162.0466 42.6464 3.847 0.00632 **

brightness -0.4416 1.1267 -0.392 0.70679

noise -2.1458 0.3463 -3.508 0.01297 *

---

Signif. codes: 0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

Residual standard error: 4.917 on 7 degrees of freedom

Multiple R-squared: 0.9801, Adjusted R-squared: 0.9744

F-statistic: 172.4 on 2 and 7 DF, p-value: 1.112e-06

output B
Coefficients:

Estimate Std. Error t value Pr(>|t|)

(Intercept) 164.0466 42.6464 3.847 0.00632 **

brightness -0.4416 1.1267 -0.392 0.70679

noise -1.1458 0.3463 -3.308 0.01297 *

---

Signif. codes: 0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

Residual standard error: 4.917 on 7 degrees of freedom

Multiple R-squared: 0.9801, Adjusted R-squared: 0.9744

F-statistic: 172.4 on 2 and 7 DF, p-value: 1.112e-06

(b) Multiple linear regression reading ability versus brightness is
ŷ = 162.0− 0.44x1 − 2.15x2

ŷ = 164.0− 0.44x1 − 1.15x2

ŷ = 160.0− 0.44x1 − 1.15x2

(c) Overall F-test, p-value versus level of significance.
Test if population slopes, βi, i = 1, 2, zero at a level of significance of 5%.

Statement. Choose one.
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i. H0 : β1 = β2 = 0 versus HA : β1 < 0, β2 > 0

ii. H0 : β1 = β2 = 0 versus HA : at least one βi 6= 0, i = 1, 2

iii. H0 : β1 = β2 6= 0 versus HA : β1 = β2 = 0

Test.
Chance F = 172.4 or more, if β1 = β2 = 0, is

p–value = P (F ≥ 172.4) ≈

0.00 / 0.01 / 0.11
Level of significance α = (choose one) 0.01 / 0.05 / 0.10.

Conclusion.
Since p–value = 0.00 < α = 0.05,
do not reject / reject null H0 : β1 = β2 = 0.
Data indicates at least one population slope
smaller than / equals / does not equal zero (0).

(d) Overall F-test, test statistic versus critical value.
Overall test if all population slopes, βi, i = 1, 2, are zero at α = 0.05.

Statement. Choose one.

i. H0 : β1 = β2 = 0 versus HA : β1 < 0, β2 > 0

ii. H0 : β1 = β2 = 0 versus HA : at least one βi 6= 0, i = 1, 2

iii. H0 : β1 = β2 6= 0 versus HA : β1 = β2 = 0

Test.
Test statistic

F =
R2/k

(1− R2)/(n− k − 1)
=

0.9801/2

(1− 0.9801)/(10− 2− 1)
≈

164.5 / 172.4 / 183.1
Since degrees of freedom (k, n− k − 1) = (2, 7) / (3, 6) / (4, 5)
critical value at α = 0.05

F ∗

k,n−k−1 ≈

3.7 / 4.7 / 5.3
qf(0.95, df1=2, qdf2=7) # upper critical F value at alpha = 0.05, df = (2,7)

Conclusion.
Since F = 172.4 > F ∗

k,n−k−1 ≈ 4.7,
do not reject / reject null H0 : β1 = β2 = 0.
Data indicates at least one population slope
smaller than / equals / does not equal zero (0).



104 Chapter 17. Multiple Regression (lecture notes 7)

Comments
F-test is an overall test of fit where, roughly,
null hypothesis means none / at least one predictor influences reading
ability because all (both) β1 and β2 are zero
whereas alternative hypothesis means none / at least one predictor
influences reading ability because at least one of β1 and β2 is zero

In this case, this overall test gives an initial indication the regres-
sion fits / does not fit the data. Next, we test to see which, if any,
individual slope coefficients are zero.

(e) Test β1, two-sided, p-value vs level of significance.

Statement. Choose one.

i. H0 : β1 = 0 versus HA : β1 < 0

ii. H0 : β1 = 0 versus HA : β1 > 0

iii. H0 : β1 = 0 versus HA : β1 6= 0

Test.
Test statistic b1 ≈ −0.44 / −1.15 / 0.44
so chance |b1 = −0.44| or more, if β1 = 0, is

p–value = P (b1 ≥ | − 0.44|) ≈

0.61 / 0.71 / 0.81
Level of significance α = (choose one) 0.01 / 0.05 / 0.10.

Conclusion.
Since p–value = 0.71 > α = 0.05,
do not reject / reject null H0 : β1 = 0.
Data indicates population slope
smaller than / equals / greater than zero (0).
So, even though overall regression fits data; that is, reading ability is
associated with at least one of the two slope coefficients, reading ability
is / is not associated with brightness.

(f) Test β2, two–sided, test statistic versus critical value.

Statement. Choose one.

i. H0 : β2 = 0 versus HA : β2 < 0

ii. H0 : β2 = 0 versus HA : β2 > 0

iii. H0 : β2 = 0 versus HA : β2 6= 0
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Test.
Test statistic of statistic b2 = −1.1458 is

t =
b2 − β2

SE(b2)
≈

−1.1458− 0

0.3463
≈

−2.31 / −2.71 / −3.31
degrees of freedom, n− k − 1 = 10− 2− 1 = 7 / 9 / 10
(two-sided) critical value of level of significance at α = 0.05 is
t∗n−k−1 = t∗7 ≈ 1.18 / 2.36 / 3.36
qt(0.975,df=7) # upper critical t value, alpha = 0.05/2 = 0.025 or 97.5th percentile, 7 df

Conclusion.
Since |t| = | − 3.31| = 3.31 > t∗7 ≈ 2.36,
do not reject / reject null H0 : β2 = 0.
Data indicates population slope
smaller than / equals / does not equal zero (0).
In other words, reading ability is / is not associated with noise.

So reading ability is / is not associated with brightness
but is / is not associated with noise.

(g) Comparing association of β1 and β2 on response
Coefficients:

Estimate Std. Error t value Pr(>|t|)

(Intercept) 164.0466 42.6464 3.847 0.00632 **

brightness -0.4416 1.1267 -0.392 0.70679

noise -1.1458 0.3463 -3.308 0.01297 *

---

Signif. codes: 0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

Residual standard error: 4.917 on 7 degrees of freedom

Multiple R-squared: 0.9801, Adjusted R-squared: 0.9744

F-statistic: 172.4 on 2 and 7 DF, p-value: 1.112e-06

T-statistics have the same form as z-scores, x−µ
σ

, and so t-statistics for
different βi can be compared to determine relative strength of association
of different predictors with response; in this case, since brightness |t∗ =
−0.392| is smaller / larger than noise |t∗ = −3.308|, brightness is less /
more strongly associated than noise with reading ability .

(h) 95% Confidence interval for β2.

b2 ± t∗n−k−1 × SE(b2) ≈ −1.15± 2.36× 0.35 ≈

−1.15 ± 0.83 / −1.15 ± 1.83 / −1.15 ± 2.83 ≈ (−1.96,−0.33)
confint(model.reading,’noise’,level=0.95)

qt(0.975,df=7) # two-tailed critical t value at alpha = 0.05

(i) R2, R2
adj and se

On the one hand, the determinant of multiple correlation is
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R2 = 0.9744 / 0.9801 / 4.917
meaning 98.01% of variation in reading ability is explained by the model

On the other hand, adjusted determinant of multiple correlation
R2

adj = 0.9744 / 0.9801 / 4.917
meaning 97.44% of the variation in reading ability is explained by the
model after adjusting/penalizing for number of predictors

standard error of the residuals, se = 0.9744 / 0.9801 / 4.917
which is standard deviation of the residuals, how much they vary

(j) Sum of squares statistics
anova(model.reading)

Output from R script is

output A
Analysis of Variance Table

Response: reading

Df Sum Sq Mean Sq F value Pr(>F)

brightness 1 8070.1 8070.1 333.757 3.645e-07 ***

noise 1 264.7 264.7 10.946 0.01297 *

Residuals 7 169.3 24.2

---

Signif. codes:

0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

output B
Analysis of Variance Table

Response: reading

Df Sum Sq Mean Sq F value Pr(>F)

brightness 1 7070.1 8070.1 333.757 3.645e-07 ***

noise 1 264.7 264.7 10.946 0.01297 *

Residuals 6 169.3 24.2

---

Signif. codes:

0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

Residual (error) sum of squares, SSE = 169.3 / 264.7 / 8070.1
Regression sum squares, SSR = 8070.1+264.7 = 169.3 / 264.7 / 8334.8
Total sum of squares, SST = SSR + SSE = 169.3 / 8334.8 / 8359

Mean squared error, MSE = SSE
n−k−1

= 169.2
10−2−1

= 24.2 / 264.7

Mean squared regression, MSR = SSR
k

= 8334.8
2

= 24.2 / 4167.4 / 8070.1

SSR
SST

= 8334.8
8359

= R2 / R2

adj
/ se (with some round-off error)

1− SSE
SST

= 1− 169.3
8359

= R2 / R2

adj
/ se (with some round-off error)

1− SSE/(n−k−1)
SST/(n−1)

= 1− 169.3/(10−2−1)
8359/(10−1)

= R2 / R2

adj
/ se

√

SSE
n−k−1

=
√

169.3
10−2−1

= R2 / R2

adj
/ se
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MSR
MSE

= 4167.4
24.2

= R2 / t-statistic / F -statistic

(k) Assumptions.
Linear between response and predictors assumption/condition?
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Figure 17.4: Linearity assumption

model.reading <- lm(reading ~ brightness + noise)

par(mfrow=c(1,2))

plot(brightness, reading, pch=16,col="red",xlab="Brightness, x1",ylab="Reading Ability, y")

plot(noise, reading, pch=16,col="red",xlab="Noise, x2",ylab="Reading Ability, y")

par(mfrow=c(1,1))

According to Figure 17.4
reading ability versus brightness plot indicates linear / not linear
reading ability versus noise plot indicates linear / not linear

Independence of regression model residuals assumption?
According to Figure 17.5, residuals versus predicted/brightness/noise
plots indicate residuals independent / dependent

Equal residual spread/variance condition?
model.reading <- lm(reading ~ brightness + noise)

par(mfrow=c(1,3))

plot(model.reading$fitted.values, model.reading$residuals,pch=16,col="red",xlab="Predicted, y-hat",ylab="Residuals,

plot(brightness, model.reading$residuals, pch=16,col="red",xlab="Brightness, x1",ylab="Residuals, y - y-hat")

plot(noise, model.reading$residuals, pch=16,col="red",xlab="Noise, x2",ylab="Residuals, y - y-hat")

par(mfrow=c(1,1))

According to Figure 17.5, variance of residuals is constant / variable

Nearly normal and outlier residual condition?
model.reading <- lm(reading ~ brightness + noise)

par(mfrow=c(1,2))

plot(brightness, model.reading$residuals, pch=16,col="red",xlab="Brightness, x1",ylab="Residuals, y - y-hat")

plot(noise, model.reading$residuals, pch=16,col="red",xlab="Noise, x2",ylab="Residuals, y - y-hat")

par(mfrow=c(1,1))

normal probability plot indicates residuals normal / not normal
boxplot indicates outliers / no outliers
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Figure 17.5: Independence and equal variance assumptions
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Figure 17.6: Normality and outlier assumptions

Good fit?
Overall, multiple regression model fits / does not fit data

2. Monthly book expenditures, years of education, ability to read and yearly income
($1000s).

years of education, x1 10 10 12 10 12 16 15 17 17 19
reading ability, x2 12 33 45 56 61 78 86 92 104 112
yearly income, x3 10 15 25 36 41 58 66 72 84 92
book expenditures, y 40 50 64 73 86 97 104 113 123 130

(a) Assumptions.
Linear between response and predictors assumption/condition?
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Figure 17.7: Linearity assumption

data.book <- chapter17.book.expenditure; attach(data.book); head(data.book)

par(mfrow=c(1,3))

plot(education, book.expenditure, pch=16,col="red",xlab="Education, x1",ylab="Book Expenditure")

plot(reading, book.expenditure, pch=16,col="red",xlab="Reading, x2",ylab="Book Expenditure")

plot(income, book.expenditure, pch=16,col="red",xlab="Income, x3",ylab="Book Expenditure")

par(mfrow=c(1,1))

According to Figure 17.7
book expenditure versus education plot indicates linear / not linear
book expenditure versus reading plot indicates linear / not linear
book expenditure versus income plot indicates linear / not linear

Independence of regression model residuals assumption?
According to Figure 17.8,
residuals versus predicted, education, reading and income plots
indicate residuals independent / dependent

Equal residual spread/variance condition?
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Figure 17.8: Independence and equal variance assumptions
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model.book <- lm(book.expenditure ~ education + reading + income)

par(mfrow=c(1,4))

plot(model.book$fitted.values, model.book$residuals,pch=16,col="red",xlab="Predicted",ylab="Residuals")

plot(education, model.book$residuals, pch=16,col="red",xlab="Education, x1",ylab="Residuals")

plot(reading, model.book$residuals, pch=16,col="red",xlab="Reading, x2",ylab="Residuals")

plot(income, model.book$residuals, pch=16,col="red",xlab="Income, x3",ylab="Residual")

par(mfrow=c(1,1))

According to Figure 17.8, variance of residuals is constant / variable

Nearly normal and outlier residual condition?
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Figure 17.9: Normality and outlier assumptions

model.book <- lm(book.expenditure ~ education + reading + income)

par(mfrow=c(1,2))

qqnorm(residuals(model.book), pch=16, col="red", ylab="Residuals", xlab="Normal Scores")

qqline(residuals(model.book))

boxplot(residuals(model.book),col="red",ylab="Residuals")

par(mfrow=c(1,1))

normal probability plot indicates residuals normal / not normal
boxplot indicates outliers / no outliers

Good fit?
Overall, multiple regression model fits / does not fit data

(b) Multiple regression book expenditure versus education, reading, income
Estimate Std. Error t value Pr(>|t|)

(Intercept) 27.6744 9.3342 2.965 0.0251 *

education 0.1026 0.9719 0.106 0.9194

reading 0.5116 0.2180 2.347 0.0573 .

income 0.4845 0.2916 1.661 0.1477

---

Signif. codes: 0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

model.book <- lm(book.expenditure~education + reading + income); summary(model.book)

ŷ = 27.67 + 0.10x1 + 0.51x2

ŷ = 27.67 + 0.10x1 + 0.51x2 + 0.48x3

ŷ = 27.67 + 0.10x1 + 0.48x3
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(c) Overall F-test, p-value versus level of significance.
Test if all βi, i = 1, 2, 3, are zero at level of significance 5%.
Residual standard error: 3.006 on 6 degrees of freedom

Multiple R-squared: 0.9936, Adjusted R-squared: 0.9904

F-statistic: 311.7 on 3 and 6 DF, p-value: 5.657e-07

model.book <- lm(book.expenditure~education + reading + income); summary(model.book)

Statement.

i. H0 : β1 = β2 = 0 versus HA : β1 < 0, β2 > 0

ii. H0 : β1 = β2 = β3 = 0 versus HA : at least one βi 6= 0, i = 1, 2, 3

iii. H0 : β1 = β2 6= 0 versus HA : β1 = β2 = 0

Test.
Chance F = 311.7 or more, if β1 = β2 = β3 = 0, is

p–value = P (F ≥ 311.7) ≈

0.00 / 0.03 / 0.11
Level of significance α = (choose one) 0.01 / 0.05 / 0.10.

Conclusion.
Since p–value = 0.00 < α = 0.05,
do not reject / reject null H0 : β1 = β2 = β3 = 0.
Data indicates at least one population slope
smaller than / equals / does not equal zero (0).
So, overall regression fits the data; that is, monthly book expenditure is
associated with either education, reading and/or income.

(d) Test education β1, two-sided, p-value vs level of significance.
Statement.

i. H0 : β1 = 0 versus HA : β1 < 0

ii. H0 : β1 = 0 versus HA : β1 > 0

iii. H0 : β1 = 0 versus HA : β1 6= 0

Test.
Test statistic b1 ≈ 0.10 / 0.51 / 0.48
so chance |b1 = 0.10| or more, if β1 = 0, is

p–value = P (b1 ≥ |0.10|) ≈

0.92 / 0.06 / 0.14
Level of significance α = (choose one) 0.01 / 0.05 / 0.10.

Conclusion.
Since p–value = 0.92 > α = 0.05,
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do not reject / reject null H0 : β1 = 0.
Data indicates population slope
smaller than / equals / greater than zero (0).
Even though, overall, regression fits data,
book expenditure is / is not associated with education.

(e) Test reading ability β2, two–sided, test statistic versus critical value.
Statement. Choose one.

i. H0 : β2 = 0 versus HA : β2 < 0

ii. H0 : β2 = 0 versus HA : β2 > 0

iii. H0 : β2 = 0 versus HA : β2 6= 0

Test.
Test statistic of statistic b2 = 0.51 is

t =
b2 − β2

SE(b2)
≈

0.51− 0

0.22
≈

2.32 / 2.71 / 3.31
degrees of freedom, n− k − 1 = 10− 3− 1 = 6 / 8 / 10
(two-sided) critical value of level of significance at α = 0.05 is
t∗n−k−1 = t∗6 ≈ 1.18 / 2.45 / 3.36
qt(0.975,df=6) # upper critical t value, alpha = 0.05/2 = 0.025 or 97.5th percentile, 6 df

Conclusion.
Since |t| = |2.32| = 2.33 < t∗7 ≈ 2.45,
do not reject / reject null H0 : β2 = 0.
Data indicates population slope
smaller than / equals / does not equal zero (0).
So, monthly book expenditure is / is not associated with reading.

(f) Comparing association of β1, β2 and β3 on response
Estimate Std. Error t value Pr(>|t|)

(Intercept) 27.6744 9.3342 2.965 0.0251 *

education 0.1026 0.9719 0.106 0.9194

reading 0.5116 0.2180 2.347 0.0573 .

income 0.4845 0.2916 1.661 0.1477

Largest t-statistic appears for education / reading / income
so education / reading / income is most strongly associated with book
expenditure

(g) 95% Confidence interval for β3.

b3 ± t∗n−k−1 × SE(b3) ≈ 0.48± 2.45× 0.29 ≈

−1.15 ± 0.83 / −1.15 ± 1.83 / 0.48 ± 0.71 ≈ (−0.23, 1.19)
confint(model.reading,’income’,level=0.95)

qt(0.975,df=6) # two-tailed critical t value at alpha = 0.05
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17.4 Testing the Multiple Regression Model

Material covered in previous section.

17.5 Adjusted R2 and F-statistic

Material covered in previous section.

17.6 The Logistic Regression Model

To deal with binary response variables, the logistic regression model is given by

ln

(

p

1− p

)

= β0 + β1x1 + β2x2 + · · ·+ βkxk + ε

which is estimated by

ln

(

p̂

1− p̂

)

= logit(p̂) = b0 + b1x1 + b2x2 + · · ·+ bkxk + e

where statistic p̂ is the (estimated/sample) probability of success

p̂ =
exp(b0 + b1x1 + · · ·+ bkxk)

1 + exp(b0 + b1x1 + · · ·+ bkxk)
=

1

1 + exp[−(b0 + b1x1 + · · ·+ bkxk)]

Reconsider the reading ability, noise and brightness example, but, this time, subjects
in a study were able to read, indicated by a “1”, or not, indicated by a “0”.

brightness, x1 9 7 11 16 21 19 23 29 31 33
noise, x2 100 93 85 76 61 58 46 32 24 12
ability to read, y 0 0 0 0 0 1 1 1 1 1

data.readbinary <- chapter17.reading.binary; attach(data.readbinary); head(data.readbinary)

Exercise 17.6 (The Logistic Regression Model)

1. Linear Regression

(Intercept) brightness noise

4.11124 -0.07251 -0.03694

(Intercept) brightness

-0.41878 0.04617

(Intercept) noise

1.37638 -0.0149
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multiple linear regression reading versus brightness, noise
ŷ = 4.11− 0.07x1 − 0.04x2
ŷ = −0.42 + 0.05x1
ŷ = 1.38− 0.01x2

simple linear regression of reading versus brightness (alone)
ŷ = 4.11− 0.07x1 − 0.04x2
ŷ = −0.42 + 0.05x1
ŷ = 1.38− 0.01x2

simple linear regression of reading versus noise (alone)
ŷ = 4.11− 0.07x1 − 0.04x2
ŷ = −0.42 + 0.05x1
ŷ = 1.38− 0.01x2

model.readbinary <- lm(reading~brightness + noise); model.readbinary

model.readbinary <- lm(reading~brightness); model.readbinary

model.readbinary <- lm(reading~noise); model.readbinary

2. Is linear regression an appropriate model for binary data?
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Figure 17.10: Simple linear regressions for binary response

par(mfrow=c(1,2))

plot(brightness, reading, pch=16,col="red",xlab="Brightness, x1",ylab="Reading Ability, y")

model.readbinary <- lm(reading~brightness); model.readbinary; abline(model.readbinary,col="black")

plot(noise, reading, pch=16,col="red",xlab="Noise, x2",ylab="Reading Ability, y")

model.readbinary <- lm(reading~noise); model.readbinary; abline(model.readbinary,col="black")

par(mfrow=c(1,1))

As shown in Figure 17.10 (simple or multiple) linear regression is not appropriate
for binary response data because (choose one or more)
linear regression does not take into account binary responses
errors (residuals) are nonconstant
errors are non-normal

3. Logistic Regression.



Section 6. The Logistic Regression (lecture notes 7) 115

(Intercept) brightness noise

666.726 -14.516 -6.335

(Intercept) brightness

-10.2458 0.5165

(Intercept) noise

822.21 -13.82

multiple logistic regression reading versus brightness, noise
logit(p̂) = 666.73− 14.52x1 − 6.34x2

logit(p̂) = −10.25 + 0.52x1

logit(p̂) = 822.21− 13.82x2

simple logistic regression of reading versus brightness (alone)
logit(p̂) = 666.73− 14.52x1 − 6.34x2

logit(p̂) = −10.25 + 0.52x1

logit(p̂) = 822.21− 13.82x2

simple logistic regression of reading versus noise (alone)
logit(p̂) = 666.73− 14.52x1 − 6.34x2

logit(p̂) = −10.25 + 0.52x1

logit(p̂) = 822.21− 13.82x2

model.readbinary <- glm(reading~brightness + noise,binomial); model.readbinary

model.readbinaryb <- glm(reading~brightness,binomial); model.readbinaryb

model.readbinaryn <- glm(reading~noise,binomial); model.readbinaryn

4. Is linear regression an appropriate model for binary data?
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Figure 17.11: Simple logistic regressions for binary response

par(mfrow=c(1,2))

plot(data.readbinary$brightness, reading, pch=16, col="red", xlab="Brightness, x1", ylab="Reading Ability, y")

xb <- seq(5,35,0.01); yb <- predict(model.readbinaryb, list(brightness = xb), type="response")

lines(xb,yb,col="black")

plot(data.readbinary$noise, reading, pch=16, col="red", xlab="Noise, x2", ylab="Reading Ability, y")

xn <- seq(10,110,0.01); yn <- predict(model.readbinaryn, list(noise = xn),type="response")

lines(xn,yn,col="black")

par(mfrow=c(1,1))
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As shown in Figure 17.11 (simple or multiple) linear regression is appropriate
for binary response data because this model does / does not take into account
the binary response. However, logistic regression to noise (alone) fits “too well”,
need more data for more realistic fit.

5. Prediction of success

(a) simple logistic regression of reading versus brightness (alone)
at brightness level x1 = 17, log-odds of being able to read is
ln
(

p̂
1−p̂

)

= logit(p̂) = −10.25 + 0.52x1 = −10.25 + 0.52(17) =

−1.41 / 0.18 / 1
or, equivalently, the estimated chance of being able to read is

p̂ =
1

1 + exp[−(b0 + b1x1)]
=

1

1 + exp[−(−10.25 + 0.52× 17)]
≈

−1.41 / 0.18 / 0.196
calculation here and R output may differ because of round-off error

also notice since

ln

(

p̂

1− p̂

)

≈ −1.41,

after some algebraic manipulation,

p̂ =
e−1.41

1 + e−1.41
=

−1.41 / 0.18 / 0.196
which is approximately 0.18 but differs because of round-off error

(b) simple logistic regression of reading versus noise (alone)
at noise level x2 = 45, log-odds of being able to read is
ln
(

p̂
1−p̂

)

= logit(p̂) = 822.21− 13.82x2 = 822.21− 13.82(45) =

−76.09 / 0 / 1 / 200.31
or, equivalently, the estimated chance of being able to read is

p̂ =
1

1 + exp[−(b0 + b2x2)]
=

1

1 + exp[−(822.21− 13.82× 45)]
=

0 / 1 / 200.31

(c) simple logistic regression of reading versus noise (alone)
at noise level x2 = 65, log-odds of being able to read is
ln
(

p̂
1−p̂

)

= logit(p̂) = 822.21− 13.82x2 = 822.21− 13.82(65) =
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−76.09 / 0 / 1 / 200.31
or, equivalently, the estimated chance of being able to read is

p̂ =
1

1 + exp[−(b0 + b2x2)]
=

1

1 + exp[−(822.21− 13.82× 65)]
=

−76.09 / 0 / 1 / 200.31

(d) multiple logistic regression reading versus brightness, noise
at brightness level x1 = 17 and noise level x2 = 65, log-odds is
logit(p̂) = 666.73− 14.52x1 − 6.34x2 = 666.73− 14.52(17)− 6.34(65) =
0 / 1 / 7.79
or, equivalently, the estimated chance of being able to read is

p̂ =
1

1 + exp[−(b0 + b1x1 + b2x2)]
=

1

1 + exp[−(666.73− 14.52× 17− 6.34× 65)]
=

−76.09 / 0 / 1 / 200.31

predict(model.readbinaryb, list(brightness <- c(17)),type="response")

predict(model.readbinaryn, list(noise <- c(45,65)),type="response")

predict(model.readbinaryn, list(brightness <- c(17), noise <- c(45)),type="response")
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